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Abstract 

Cloud computing has seen a surge in recent past, and is widely used by organizations to meet their daily 

computational needs. However, the drawback of the large scale adaptation is the massive energy demands 

of the cloud service providers to ensure round the clock availability of the service. A cloud based data 

center may require as much energy as that of 25,000 households. Studies suggests that by using energy 

efficient techniques, cloud service providers can save as much as 80% of the energy. In this work, we 

present future research directions for energy efficient data centers using virtual machine migration. We 

focus on single host and multiple host virtual machine migration and consolidation to reduce the total 

energy consumption. 

 

Keywords: Cloud Computing, Energy Efficient Algorithms, Green Cloud Computing, Virtual Machine 

Migration. 

  

Introduction 

 
Cloud computing changed the way computation of data is carried out. The classical approach to meet the 

computational needs of an organization was to acquire large scale computing devices was flawed. The 

approach required huge investment to buy systems that were not used round the year, and were mostly idle. 

It was hard to justify the huge initial investment and the continuous maintenance/operational cost. The 

introduction of cloud computing has changed the landscape and provided organization with a better 

alternative to address their computational needs. The main feature of cloud computing is to rent out 

computational resources rather than own it. The business model is hugely successful for the service 

provider, as well as, economical for the end user. End user is relieved of huge one-time investment as well 

as the maintenance cost of the system. The end user can thus focus on core business activities rather than 

supporting activities. 

 

One of the key element of cloud computing is the data center infrastructure. Data centers are large, on 

demand computational and storage facilities, established with the objective to fulfill the computational 

demands of organizations. Datacenters are generally distributed over a geographical area, and each one is 

equipped with thousands of computing servers. The huge number of servers requires tens of megawatts of 

electrical energy for its day to day running (Kong and Liu, 2015). 

 

According to Greenpeace (ClickClean, 2015), in 2012, 7.4% of the total global energy demands originated 

from digital infrastructures such as cloud computing resources, and data centers. According to the same 

report the demand is expected to reach 12% of the global demand in 2017. In US, 2% of the electricity is 
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used by data centers, and by using energy efficient techniques 80% savings in electricity cost is envisaged 

(Huang and Masanet, 2015). 

 

The huge electricity requirement has its downsides as well, such as high energy costs, and the impact on 

environment. High energy costs are mainly because of server running as well energy required for cooling 

purposes (Dayarathna et al., 2016). It is estimated that a data center requires as much energy as 25,000 

households. In some situations, the energy cost may go over the hardware cost (Dayarathna et al., 2016). 

Beside the energy bill, the environmental impact of the data centers is also considerable. This includes the 

increase in carbon emission as well as other toxic gases. The indirect impact includes the usage of brown 

energy which is generated by burning carbon-intensive fossil fuels (Dayarathna et al., 2016). 

 

This motivated the researcher to focus on green-energy-aware data centers to reduce the energy cost and 

thereby reducing the carbon footprints as well. In this work, we provide future research directions for 

achieving energy efficient data centers by focusing on green energy-aware virtual machine migration. 

 

Problem Setting 
 

The cloud service provider fulfills different user-requirements by the use of virtualization. Through 

virtualization, a single physical machine can host multiple Virtual Machines (VM). Each VM represents a 

potentially different user environment (such as Operating System (OS), programming environment, and 

application (App) etc.).  Figure 1 represents a sample single physical machine which is hosting multiple 

VMs. Note that each VM has a different operating system requirement and can run potentially different 

applications as well. Organizations signs Service Level Agreement (SLA) with service providers. SLA 

specifies the level of service that the service provider is bound to provide to customer, and defines the 

responsibilities on part of service provide to maintain quality of service. SLA also defines penalty when 

SLA violation (SLAV) occurs. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

In the domain of VM management, our focus is specifically on VM consolidation. In VM consolidation, the 

objective is to utilize the minimum number of hosts (physical machines) to accommodate the required VMs 

keeping in mind the Service Level Agreement (SLA) requirements. We consider two variants of the online 

VM consolidation problem, namely Single-Host VM Consolidation and Multi-Host VM Consolidation. In 
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Figure 1 : A Sample Virtual Machine 
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single-host VM consolidation, the consolidation algorithm is focused on a single physical host and it is 

assumed that currently only a single host is running. In multi-host VM consolidation, the consolidation 

algorithm assumes that multiple hosts are running and focuses on reducing the overall energy costs of all 

hosts.  

 

Formally, we can define VM migration and consolidation problem as follows. Consider a data center which 

houses N hosts (servers).  These hosts can either be homogeneous or heterogeneous. Each host Hj (1≤ j ≤N) 

has a maximum processing capacity of  H_j^max. At time point t=1, a single host H1 is running. At each 

time point t (t ∈ [1, T]), there are VM requests.  Each VM Vi has a maximum processing requirement of 

Mi, although it is not necessary that a VM Vi always demands Mi. Assume that Cit represents the 

processing demand of Vi at time point t, then Cit ≤ Mi. A Service Level Agreement Violation (SLAV) 

occurs when at any time point t, the total demand of VM exceeds the capacity of the host, i.e., for host Hj,  

∑_(i=1)^k▒V_i   > H_j^max, where k is the number of VMs assigned to Hj. Let Cv represents the cost of 

SLAV per unit time. The objective is to find an optimal time m when a migration should be initiated in 

order to reduce the total cost. Note that the total cost includes both the SLAV and the migration costs. The 

difficulty in identifying the optimal time m for migration inherits from the online nature of the problem. 

The online nature of the problem means that future requests are unknown and decision about migration has 

to be made without any assumption about the future requests.  

 

Literature Review 
 

There is a considerable body of literature devoted to the study of energy efficient algorithms for virtual 

machine migration. However, these studies do not consider major real world factors in problem settings and 

thus results in algorithms that are either not applicable in real world or need a great deal of modification. 

The necessary modification reduces the optimality of the algorithms.  For instance, the study conducted by 

Nathuji and Schwan (2007) focuses only on the energy minimization without considering the implication 

(and cost) of service level agreement.  Kusic et al. (2005) implemented and validated a Limited Lookahead 

Control (LLC) framework for dynamic resource provisioning in a virtualized computing environment. The 

major problem with the study is the unrealistic assumption of lookahead which empowers the algorithm to 

estimate the future requests using “Kalman filter”. In real world, the estimation can be wrong which results 

in unwanted migration and thus increasing the energy costs. Feller et al. (2011) modelled the problem of 

dynamic workload placement as „multi-dimensional bin-packing‟ (MDBP) problem. They introduced a 

new algorithm based on the Ant Colony Optimization (ACO) meta-heuristic to solve the above-mentioned 

problem. Their approach relies on the availability of the past data and on the assumption that future trends 

are repetitions of past and does not address the service level agreement violation cost. Beloglazov et al. 

(2012), and Beloglazov and Buyya (2012) presented and evaluated energy-aware resource allocation 

algorithms utilizing the dynamic consolidation of VMs onto the minimum number of servers.  The major 

problem with their approach is the assumption that each VM demand is static and cannot change as time 

progresses. However, the modern day processors run on variable speed and applying the fixed processing 

demand is unrealistic as well. For a detailed survey on resource provisioning algorithms in cloud 

computing, please refer to Zhang et al. (2016). 

 

Open Research Problems 
 

Taking into consideration the limitations of current state of the art, we focus on the following two specific 

problems for dynamic VM consolidation on single host and multi hosts. 

 

Problem 1: Optimal Online Algorithms for Single Host VM Consolidation (SHVMC).  

 

In single host VM consolidation, the assumption is that the consolidation strategy is focused on a single 

host at any given time. Our problem setting differs from the state of the art as following; 
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 We consider a time variant processing requirement of each VM.  

 We consider SLAV cost if the processing requirements of a VM is not met. 

 

In SHVMC, we will focus to achieve the following objectives; 

 

1. Design of optimal offline algorithm (OPT). 

2. Design of optimal online deterministic algorithm (ON) 

3. Design of randomized online algorithm (Rand) 

4. Theoretical performance analysis of ON and Rand using competitive analysis 

5. Evaluation of the proposed algorithms on real world data and comparison against benchmark 

algorithms from the literature. 

 

Problem 2: Optimal Online Algorithms for Multi Host VM Consolidation (MHVMC).  

 

In MHVMC, the assumption is that the consolidation strategy is applied on all the running hosts with the 

objective to minimize the number of hosts to reduce the total cost. Recall that total cost includes hosts‟ 

running cost and SLAV cost. MHVMC is a variant of bin packing problem with variable bin sizes and 

prices, where bins represent the physical nodes; items are the VMs that have to be allocated; bin sizes are 

the available CPU capacities of the nodes; and prices correspond to the power consumption by the nodes 

(Beloglazov and Buyya, 2012). It is pertinent to mention that bin packing is NP hard (Beloglazov and 

Buyya, 2012). 

 

In MHVMC, we will focus to achieve the following objectives; 

 

1. Design of optimal online deterministic algorithm (ON) 

2. Design of randomized online algorithm (Rand) 

3. Theoretical performance analysis of ON and Rand using competitive analysis 

4. Evaluation of the proposed algorithms on real world data and comparison against benchmark 

algorithms from the literature. 

 

Research Methodology 
 

Both SHVMC and MHVMC are studied under online algorithms. Online algorithms are used in scenarios 

where complete input is not available in advance, but instead is fed to the algorithm in a serial fashion one 

by one.  Classic example of online problem is currency conversion where an online player (algorithm) 

wants to convert a currency on hand to a desired currency (say dollars to yens). The online nature of the 

problem means that exchange rates are not available beforehand but is revealed one by one. The online 

player is forced to take a decision (acceptance of the offered exchange rate or rejection) when an exchange 

rate is revealed. Once a decision is made, it cannot be changed.  

 

Online algorithms are evaluated using competitive analysis. In competitive analysis, the performance of an 

online algorithm (ON) is compared against the optimum offline algorithm (OPT).  OPT is assumed to have 

complete information about the future and will therefore always make the best possible decision. For cost 

minimization problem (such as dynamic host consolidation), the objective is to design an online algorithm 

that will achieve minimum ON/OPT ratio on a worst-case input sequence. The worst possible ratio 

ON/OPT is called competitive ratio (represented by c), which is always greater than or equal to 1 as no 

algorithm can perform better than optimum offline algorithm (OPT). Formally, we can define competitive 

ratio as follows; 

 

Let P be a cost minimization problem, and ON be an online algorithm for P. Let OPT be optimum offline 

algorithm for the same problem P and I be set of all possible input sequences. Let the cost incurred by OPT 



 

 

 

 

 

ISSN: 2308-7056                  Bano (2018) 

 

 

27 

I 

 

  www.irbas.academyirmbr.com                                                                                March 2018                                                                                                                                                                              

 International Review of Basic and Applied Sciences                                      Vol. 6 Issue.3 
                             

R 
B  
A  
S  

and ON on an input sequence I ∈ I be OPT(I) and ON(I) respectively. ON is called c-competitive iff for all 

input sequences I ∈ I; 

 

 
 

The design of competitive online algorithms for both SHVMC and MHVMC are open questions. Further, 

competitive analysis of such algorithms is required to ensure theoretical performance bound is achieve. In 

addition, the use of real world data to validate the real world applicability of proposed algorithms against 

state of the art approaches is required as well. 

 

Conclusion 
 

In this work, we discussed the energy problems associated with the wide spread growth and adaptation of 

cloud computing. Although a ground breaking technology, cloud computing requires massive amount of 

energy, thus impacting the environment in a negative way. We discuss the idea of virtual machine 

migration and discuss the two variants of it. We also present open questions in the area to achieve the goal 

of green cloud computing. 
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